Ford vs. Chevy? Mary Ann vs. Ginger? Mac vs.
PC? DSLR vs. dedicated CCD? OK, to the average
American, perhaps this last one doesn’t belong, but in
the realm of astrophotographers, the DSLR vs. dedicated CCD debate has certainly been a hot topic on discussion forums. While not at the level of reflector vs.
refractor vs. catadioptric, it’s a younger debate and may
well grow and mature to rival such classic forum-fodder
topics. Any comparison like this is inherently somewhere
between difficult and impossible as there are a whole
host of factors that will affect the final outcome, the
weighing of which is up to the individual.
Here, I attempt to side-step (aka “ignore”) many of
the challenging factors in this comparison of four cameras. In the end, I’m not going to crown one the “winner”
and the obvious choice for all. Well, I may crown one
the winner in this set of tests, but this is just one set of
tests. There is no overall metric that combines cost,
performance, ease of use, quality of included software,
performance in the Arctic, performance in the Gobi desert, usefulness as a daytime camera, cost of accessories, functionality as a doorstop, and the critical SAF
(Spousal Approval Factor). Given this, the goal here is
a set of tests under controlled conditions to see just how
well each of the contenders performs. Warning, you will
see no stars, no galaxies, and really no pretty pictures
whose processing could be used to obscure or accentuate flaws. Every attempt has been made to be agnostic
and treat each camera identically in measuring a number of specs and testing its performance on the test
bench.

The Contenders
In the first corner, we have a perennial favorite
DSLR, the Canon Rebel XT (aka Rebel 350) weighing in
at 8Mp with an APS-sized CMOS chip (26.7 mm diagonal). In a recent talk I gave on Affordable Astrophotography (Midwest Astro-Imaging Conference, 2007), I
highlighted it as a clear top choice and showed off many
photos I’d love to call my own. The particular 350XT in
question is my personal camera that has been modified
with a Baader IR filter to extend the H-alpha response.
The 350XT is discontinued but can still be found new for
~$424 (body only). Its replacement, the Rebel XTi, can
be found at a popular astronomy retailer for $699 (body
only).
In the second corner, we have a relative newcomer
to the DSLR arena, the Canon 40D, weighing in at 10Mp
with an APS-sized CMOS chip (26.7 mm diagonal).
This camera is on loan from Canon and is the same unit
used in the review by Hap Griffin in this issue. The 40D
uses Canon’s new DIGIC III series sensor and processing core (versus the DIGIC II found in the 350XT and the
DIGIC I found in the original Rebel 300). A popular astronomy retailer lists it at $1299 (body only).
In the third corner, we have an SBIG ST-2000 XCM,
weighing in at 2 Mp with a middleweight-sized 14.8 mm
(diagonal) CCD chip. I purchased this as a used unit on
Astromart. It uses the one-shot color version of the Kodak KAI-2020 CCD (used in current ST-2000 models).
Unlike the DSLRs, the ST-2000 offers fully regulated
thermoelectric cooling (TEC) that will hold the temperature of the CCD at any point down to about -35C from
ambient with air cooling (greater with water-assisted
continued !
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cooling). Currently, the single-sensor version sells for
$2295 and the dual-sensor, self-guiding version sells for
$2695.
In the fourth corner, we have a CCD Labs Q8-HR,
weighing in at 8Mp with an APS-sized CCD chip (28.1
mm diagonal). The Q8-HR (a close enough cousin of
the QHY8 that these two shouldn’t be allowed to breed),
was also purchased by me and is a relative newcomer
to the market. It uses a progressive-scan version of the
Sony ICX453 chip found in several Nikon DSLRs and
(the interlaced version of a related chip is found in the
Starlight Xpress M-25C). Like the SBIG, it cools its chip,
but here using an unregulated (runs flat-out as cold as
possible) two-stage TEC to drop the CCD temp to about
-35C below ambient. The camera sells for $2100 from
CCD Labs.
The Tests
Each camera was put through its paces by examining
dark frames, bias frames, indoor light frames and indoor
H-alpha frames. To keep the numbers on an even footing with each other, images from the Canon cameras
were scaled to 16 bits by padding (four bits on the 12-bit
350XT and two bits on the 14-bit 40D). This happens
automatically in Nebulosity, which served as the capture
application for all four cameras. Being indoors, all tests
were done at room temperature (~70F) and under constant lighting conditions.
Gain, ISO, and System Gain
Each test was carried out at several different ISO or
gain settings. DSLRs provide several different settings
of the gain of an internal amplifier to make the camera’s
sensitivity correspond to various ISO / ASA levels.
Lower gain is associated with less noise and many people associate it with greater dynamic range as you can
expose longer before you hit one possible saturation
point - the point at which the signal reaches the maximum possible value (65535 in the case of 16-bit data).
This may or may not correspond to a true boost in dynamic range. Higher gain is associated with greater
noise (although the signal-to-noise ratio may not get
worse), but greater detection efficiency (picking up faint
signals). By boosting the signal before it gets to the
analog-to-digital converter (ADC), faint signals use more
of the range (e.g. what used to be a contrast of 1 to 2
now becomes 10 to 20) and keep you away from quantization errors (errors resulting from the fact that the signal must be represented as whole numbers - while we
cannot have a 1.5 between 1 and 2 we can have a 15
between 10 and 20.)
Depending on the particulars of the camera and the
sensor, having a range of gain settings can be benefi-

cial. It is particularly beneficial if the sensor has a very
wide true dynamic range. For example, if the sensor
can hold 100,000 electrons in each well but you only
have 65536 shades of gray to put it in, being able to run
at high and low gains can be useful to let you trade off
dynamic range and quantization error.
Using the methods of Nikos Drakos and Tim Abbot
1995 (http://www.ctio.noao.edu/~tmca/CCD/docs/
cookbook/top.html), pairs of flats were taken at the same
exposure duration with different light intensities. These
were bias-corrected and for each pair, the median value
of one image and the variance of the difference was calculated to determine the overall system gain (electrons
per analog-digital unit, or e-/ADU). If comparing these
numbers to other published numbers from the Canon
cameras on the web (e.g., those of Chrisitan Buil, http://
astrosurf.com/buil/), keep in mind that these are in 16-bit
values and not the original 12- or 14-bit values off the
camera and will therefore differ by a factor of 16 or 4.
The Canon 350XT measured 0.32, 0.16, 0.08, and
0.04 e-/ADU for ISO 200, 400, 800, and 1600 respectively. The Canon 40D measured 0.43, 0.21, 0.11, and
0.05 for the same ISO values. SBIG ST-2000 XCM
measured 0.64 e-/ADU on its fixed gain setting and the
CCD Labs Q8-HR measured 0.57, 0.46, 0.33, 0.22, and
0.12 for gain settings of 1, 25, 50, 75, and 100%. Given
these numbers and the fact that each camera reaches
saturation at (or after) the full 16-bit range, we can estimate the full-well capacity from the 350XT to be ~42k e-,
the 40D to be 56k e-, the ST-2000 to be ~42k e-, and
the Q8 to be ~37k e-.
Round 1: Dark Signal
CCD wells don’t care whether photons from a DSO,
from skyglow, from a cosmic ray, or from internal or external heat sources hit them. If captured in the CCD
well, they help to fill up the well and become part of the
signal when read out. At any given temperature, wells
will begin to fill at a given rate. On some chips this is
faster than on other chips but all chips build up charge
as time goes on and the hotter the chip, the faster this
rate.
Many amateurs think that dark subtraction is a perfect answer to this problem. By taking a dark frame, one
has a picture of the dark current at a given temperature
for a given exposure duration. Subtract this from the
real image and you’re left with just the DSO (and skyglow) and have thereby removed the bits associated
with this buildup of dark current. This is true, but the
picture isn’t quite so simple. The problem is that the
dark current follows a rule found most everywhere in
nature and that is that the variance is proportional to the
continued !
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mean. What this means is that
the brighter something is (the
higher the average signal) the
more noisy it is (the higher the
variance is). We can take 100
dark frames to have a very good
estimate of what the average dark
current is in each pixel, but all we
know is that each pixel’s true dark
current will be some value around
that average. The brighter it is,
the more variability around that
average we can expect and therefore the less effective dark subtraction is. At best we remove the
average (or expected value) of the
dark current in each pixel. The
true value in each of your light (or
dark) frames will be this plus or
minus something.
So, lowering the dark current
either by cooling or by using sensors that have inherently lower
dark current can be a real plus in
making less noisy images. Again,
the sensor doesn’t care if the errant signal comes from skyglow or
dark current. A camera with a lot
lower dark current can do the
same for you as having a darker
sky. How much depends on the
Figure 1 — Dark frames at 1, 5, and 10 minute durations
amount of dark current, the
amount of skyglow, etc. but the
point is that better images will come from cameras with set of axes to allow for direct comparison across camless dark current - at least until the dark current is so eras.
small that it is overwhelmed by other sources of noise CCD Labs Q8 and SBIG ST-2000
Examining the curves in the bottom row, we see that
(read noise, skyglow, etc.)
the Q8 and ST-2000 behave as one would expect. As
Here (Figure 1), dark frames were taken at various we increase the gain on the Q8 from 1 to 50 (ISO setgain settings at 1 m, 5 m, and 10 m durations. A pecu- tings on DSLRs are gain settings on dedicated CCDs),
liar feature of the Canon DSLRs prevented me from do- the distribution gets wider and moves to the right. The
ing a typical calculation and plot of the dark current per gain has amplified the signal and the noise. The peak
minute. What I show instead is the distribution of the also drops at a gain of 50, indicative of the distribution
dark frame (its histogram) at each setting. Typically, widening a bit. The dark current here is very well consuch plots would show curves that move to the right and trolled and we can only barely see a difference in the 1
get wider as the image overall brightens (histogram to m and 10 m frames at a gain of 50 on these axes (zoom
the right) and gets noisier (histogram gets wider and in a lot and one can see the expected set of curves).
peak gets lower). The ideal camera would have a thin The SBIG doesn’t give you control over gain but I ran it
line that hits 1.0 on the y-axis. As there will always be at 0C and -10C to show the effect of temperature on
some noise, we will never have 1.0, but the thinner the dark current. At -10C, the peak is far higher and one
distribution and the higher the peak, the better the per- can even see the distribution is tighter than at 0C. Less
formance. Note, the distributions shown here have been dark current with lower temperature.
normalized to account for the different number of pixels
in each sensor and have all been plotted on the same Canon DSLRs and Canon’s Dark Processing
continued !
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The curves on the Canon DSLRs are unexpected
and I ran this test several times to ensure the results
were not artifactual. With increasing duration, the average intensity of the dark frames on the Canon 350XT
(the peak of the distribution) gets lower. Yes, increasing
duration of exposure leads to a dimmer signal. The signal is noisier, as we can see from the width of the distributions. 10 m exposures show a lot more noise than 1
m exposures and higher ISO (higher gain) settings show
more noise than lower as the amplifier boosts both the
signal and the noise.
The pattern in the 40D is similar, but not identical.
Here, instead of getting dimmer with increasing exposure, the intensity stays constant, with exposure. Far
from being a wonderful cure to dark current, we see that
as with the 350XT, the noise goes up (the distributions
get wider).
As far as I can tell, the only way this can happen is if
Canon is doing some processing on each frame before
sending it out of the camera. In particular, I hypothesize
that Canon is using the mean signal in the shaded
(optical black) portions of the sensor to re-scale the image. My guess is that they are simply subtracting the
mean from the optical black from the image. This would
result in the average intensity being constant regardless
of exposure duration, while the noise in the image would
go up - exactly the pattern we see in the 40D.
This is not quite what we see in the 350XT. The
350XT was a significant step up for users by significantly
reducing the “amplifier glow” found in the the older Rebel 300D. This brightening of an area near one side is
well-controlled on the 350XT but still present. It is perfectly controlled on the 40D. If the optical black area
around the image is used to rescale the image, the presence of this glow in the 350XT will increase the camera’s estimate of how much should be subtracted. Thus,
on the 350XT, longer exposures are more contaminated
by this glow and the correction for dark signal overestimates how much should be removed, causing the
distribution to shift to the left.
The upshot of all this is that if the camera is doing
onboard processing of the image, the dark frames again
cannot be scaled to account for temperature differences.
There is no mean shift in brightness - there is only more
noise. Each pixel has a different dark current rate, so
dark frames are still a very good idea, but algorithms
that attempt to scale the dark frame to best match the
actual intensity in the image will have a difficult time with
these sensors. Please note, this has nothing to do with
the camera’s built in “noise reduction” mode which takes
a dark frame after each light frame. This is processing
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on each image on the fly by shifting the intensity to keep
the background level (resulting from thermal issues)
constant.
Round 1: Conclusions
The cooled CCD cameras clearly win this round as
the noise is so much less than the DSLRs. While many
will not run at 10 minute exposures, by this duration, we
are weighing all the noise terms to look at the dark current the most. (Very very short bias frames are used to
look at read noise independent of thermal noise, so long
exposures help you get at thermal noise more). If we
look at the ISO 400 shots, we see the 350XT and 40D
have peaks of about 0.05 and 0.06. The Q8 peaks at
about 0.35 at low gain (comparable to the ST-2000’s
gain) and the ST-2000 peaks at just over 0.5 when run
at -10C (which it can do on even hot nights). The ST2000 has more in the way of very warm pixels than the
Q8 and the Q8 can be used with bad pixel mapping
techniques more easily than the ST-2000 (this is a feature of the Sony HAD sensors). Here, I give the Q8 and
ST-2000 a tie as a result and both are well ahead of the
uncooled, CMOS-based Canons. The Canons are not
slouches by any means as this level of performance is
excellent for uncooled cameras (quite astounding,
really). But, they are clearly both beaten here as we see
a lot wider distributions that are significantly affected by
exposure duration. Between the two, the lack of glow on
the 40D is a real win and we can see that overall the
noise is less than in the older 350XT as the distributions
are tighter and higher.
Round 2: Read Noise
Each time an image is read, noise is added. Even if
there were no dark current at all, each readout of a pixel
will contain not only the true signal, but noise called read
noise. This can be measured by using pair-wise comparisons between several bias frames. By taking the
standard deviation of the difference between bias
frames and correcting by 1.414 for the additional noise
induced by the subtraction, we have an
continued !
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estimate of the read noise in ADU. Do this several times
and we can have a stable estimate.
The Canon 350XT came in with read noise values of
36, 44, 63 and 101 for ISO 200, 400, 800, and 1600 respectively. The 40D came in at 25, 33, 50, and 85 for
these ISO values as well. The ST-2000 came in at 12
and the Q8 came in at 27, 35, 43 and 100 for gain settings of 1%, 25%, 50%, and 100% respectively.
Of course, these values, being in 16-bit ADU are difficult to compare to each other in any meaningful way as
the system varies across the cameras and across the
ISO / gain settings. Taking these values and using the
system gain calculated above, the figure here shows the
read noise in electrons (e-). From figure 2 (previous
page) we can see that the read noise generally decreases with increasing gain. In truth, the read noise is
constant, but lower gains suffer from greater quantization error (remember, we only have whole-numbers, not
fractions to represent signals). By boosting the signal
overall, we can more accurately represent the noise and
keep quantization errors out of it.
Round 2: Conclusions
The read noise on the Canon DSLRs is quite low and
at ISO values typically used, the read noise is at least as
good as the SBIG ST-2000. It’s tough to know exactly
which is in the lead here, but these three are clearly
ahead of the Q8 whose read noise is almost 2x as high.
The Q8 should not be judged too harshly here as the 1216 e- RMS read noise is on par with many cameras out
there costing far more (e.g., a number of the SBIG Research Line of cameras).
Round 3: Fixed Pattern Noise
The bias frames also let you get a handle on any
fixed pattern noise in the image. Fixed pattern noise is
simply noise in the signal that follows a regular pattern.
For example, many cameras do not use an image buffer
inside the camera but instead read from the CCD directly to the USB bus. If there is a lot of traffic on the
USB bus, this can lead to delays in the read process
which in turn lead to changes in the timing of the readout
from the CCD and finally patterns such as vertical noise
bands in the image.
Ideally, fixed pattern noise is ... well ... fixed. If it is
fixed and repeatable, it can be pulled out with either bias
frames or dark frames. If you do it with dark frames (just
taking dark frames leaves not only the dark signal but
also the bias signal in the image), you cannot scale the
dark frames to account for temperature shifts (you’ll
scale not only the dark signal but the bias signal as well
and the bias should not be scaled). If there is significant
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fixed pattern noise and you wish to use bad pixel mapping techniques to remove hot pixels, you will have to
use bias frames to pull out this error.
In addition to truly fixed patterns, some cameras will
have semi-fixed patterns in their bias images. Noise
bands may be present in the image at all times but their
locations change from frame to frame. When significant
noise is present in a bias frame or a short bias stack, we
must be careful to examine what aspects are truly fixed
and what aspects are only semi-fixed in nature.
To identify these, I made a median stack of 10 bias
frames from each camera (ISO 200 or Gain = 1 setting)
and stretched it to visually look for patterns. What is
shown in the figures below is heavily stretched to see
what is in the frame with each camera stretched a different amount - enough so that we can see what is inside,
no matter how small it is.
In addition to the visual analysis, I put each median
bias stack through a Fast Fourier Transform (FFT) on
the average row and average column so that we can
mathematically identify any fixed patterns (frequencies)
in the image and make a valid cross-camera comparison. In the FFT plots shown here, we see the amount of
energy at frequencies ranging from high to low. A camera with pure noise that has no fixed component would
show a smooth curve starting high on the left and falling
down to the right with no other peaks (a “monotonic
curve”). A camera with a set of vertical streaks in the
image that are equally spaced would show a peak in the
curve with the location of this peak corresponding to the
distance between the streaks.
Canon 350XT
Stretching a stack of bias frames showed clear evidence of fixed noise. There were prominent vertical
streaks and faint horizontal bands in the image. The
vertical streaks did not appear exceptionally regular in
their spacing, however. Thus, while it is a fixed pattern
(the stack brought out the streaks clearly while each
individual frame showed only some evidence for the pattern amidst the noise), it is a complex one. The FFT plot
bears this out as the average row FFT plot shown in
figure 3 (next page) is a mess. There is a lot of noise at
a lot of frequencies. I do not know how this scales with
exposure duration, but it is clear that this bias error must
be accounted for to get the cleanest images possible.
An FFT on the average column was far cleaner (not
shown), consistent with the visual observation that the
vast majority of the fixed noise is vertical. That said,
simple subtraction was able to eliminate the vast majority of the vertical noise, but a small amount
continued !
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Figure 5 — FFT plot of the SBIG ST-2000 XCM
Figure 3 — FFT plot of the Canon 350XT
of horizontal noise was still present (suggesting the horizontal noise is not fixed).
Canon 40D
Visually inspecting the bias stack showed a clear
improvement in the new DIGIC III chipset in the 40D
over the older 350XT. While by no means perfect, the
fixed pattern noise was greatly reduced. Visually, there
were both vertical and horizontal components to it and
the FFTs pick this up as well. Both were mild, however.
Of note, like the 350XT, while simple subtraction re-

considerably before anything appears, but once it does
a pattern unfamiliar to users of other chips appears.
Present in the image are fine vertical lines that begin
with a warm pixel. This effect is the result of the readout
process on the Kodak chips, according to the SBIG site
(http://www.sbig.com/pdffiles/column_defect.pdf). The
FFT on the average row showed a clean response with
one peak that appears to be the result of the individual
pattern of the fine lines in my particular camera as I
could not find anything else regularly spaced ~50 pixels
apart that would be the source of this peak. The average column response was very clean, showing only the
effect of the slight linear gradient present in the camera.
This gradient is quite small and results from thermal
charge building up in the wells during the readout process (the top of the image is read first and
continued !
has less time to build up this charge). Both

Figure 4 — FFT plot of the Canon 40D
moved the vertical lines, the horizontal error remained,
suggesting that this is not truly fixed.
SBIG ST-2000 XCM
The bias from from the ST-2000 must be stretched
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Figure 6 — FFT plot of the CCD Labs Q8-HR
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of these effects were 100% repeatable and entirely
eliminated by simple subtraction.
CCD Labs Q8-HR
The Q8 presented the cleanest bias image of the
group (Figure 6, previous page). Like the ST-2000,
there noise consisted of fine vertical lines (one pixel
wide) but unlike the ST-2000, there were only a few of
them. Like the ST-2000, the average column showed a
very clean response, again with the slight gradient associated with the readout time. Since there was effectively
nothing wrong with the bias images to begin with, it
should come as no surprise that subtracting one from
another yielded a very clean image.
Round 3: Conclusions
Here, the Q8 leads the pack with the ST-2000 not far
behind as both had low levels of noise that were truly
fixed.
The 40D
comes up next
with a good bit
lower noise than
the 350XT. Both
Canons did suffer
from some noise
that had structure
but wasn’t entirely
fixed.
Round 4: Image
SNR in Short Exposures
An indoor test
target (high-quality
printout of the ISS
along with text at
varying levels of
gray) was imaged
for 1 s with each
camera using an
SLR test lens set
at f/5.6 equipped
with a Baader 2”
UV/IR block filter.
Indoor
lighting
was used and was
constant and quite
dim. For example,
on the ST-2000,
the mean intensity
of the background
was ~1025 and
the mean intensity
of the brightest
parts of the image

was ~1075. This is meant to represent pulling out signals from our DSOs that are only just above the background glow. Note, at only 1 s in duration, the images
here will not contain appreciable dark current.
Once imaged, the data were reconstructed into color
images, the color discarded, and a rough linear stretch
was performed in Nebulosity. These were then exported
as 16-bit PNG files and imported into PhotoShop where
the histograms were manually matched. By matching
the histograms, we roughly equate the signal in the images and can evaluate the signal to noise in the image
by examining the remaining noise. The montage shown
here (Figure 7) allows us to visually determine the SNR
in a way amateur astrophotographers will be accustomed to. (Please note that the images as-shown here
continued !

Figure 7 — Montage of the short exposure indoor test
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are rotated 90 degrees from the original capture
orientation, so vertical bands present are, in truth,
horizontal.)
Round 4: Conclusions
In these images, we can use the grayscale
“Text” to see how faint a target one could pull from
the noise. The ST-2000, Q8, and 350XT all allow
one to easily read “Text 8” - the next to faintest target in this set. Of the three, the ST-2000 is the
clearest and, examining images from several durations and examining several areas of detail, the ST2000 did go deeper than the Q8 or the 350XT, albeit not by much. Differences here were quite subtle. However, all three did go deeper than the 40D.
The difference in performance between the
350XT and the 40D may be surprising until one
recalls that the 350XT used here had the internal
IR filter removed and a Baader UV/IR filter put in its
place. The ST-2000, Q8, and 350XT therefore had
more light on the red end of the spectrum hitting
the sensor than the 40D, whose internal filter cuts
Figure 8 — Short exposure green channel
light out a good bit sooner as the wavelengths get
longer. Depending on how you view the issue, this
is either a fair (we shoot many targets with signal in the
deep red) or unfair (the test is skewed against the 40D)
comparison.
Round 5: Image SNR in Green-channel
with Short Exposures
Given the difference in IR filtering
noted above, a rematch was in order. The
same raw data was used, but only the
green pixels (average of the two green
pixels in each 2x2 area of the Bayer matrix) were extracted using Nebulosity.
Round 5: Conclusions
The results here are far more even and
in line with what we would expect given
the read noise and bias images. In short,
1s exposures, the low read noise of the
Canons let them shine and do at least as
well as the cooled CCDs. These results
also show that the previous results from
Round 4 were driven largely by the lack of
deep red response in the 40D (fairly or
unfairly).
Round 6: Image SNR in Long Exposures
What happens when the durations get
longer and push into the range of typical
durations used by advanced amateurs?

Figure 9 — Log exposure test

continued !
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Here (Figure 9), the same test target
was imaged for 5 minutes at f/32.
(Note, a glare is present in each of the
images that has nothing to do with the
cameras and the lighting here is not
identical to the lighting in the previous
test.) The intensity here brighter than
the 1s image, but it is still quite low. As
a reference, the background intensity
on the ST-2000 image is at ~1030
while the brightest parts are at ~1300.
Round 6: Conclusions
With 5-minute exposures at room
temperature, the cooled CCDs truly
shine and both the ST-2000 and Q8
easily put up far cleaner images than
either DSLR. They are both able to
take advantage of the added signal and
not have dark current build up in any
significant amount whose noise would
harm the SNR. Examining the ST2000 and Q8 images, they both resolve
about the same amount of detail. The
ST-2000 has more hot (technically very
warm) pixels but presents a slightly
less noisy image otherwise than the
Q8.

Figure 10 — H-alpha SNR test

Round 7: H-alpha SNR
While one-shot color cameras are not the normal
choice of people wanting to shoot with line filters, owners of one-shot color cameras can certainly image with
them. As noted in “Line Filter Reconstruction on OneShot Color Cameras” (C. Stark, AstroPhoto Insight v3
#2) and by the wonderful images from people like Alan
Chen, one-shot color cameras can certainly be used
with line filters. I evaluated each camera’s Ha performance using the same test target and a Baader Ha filter
(7 nm) and 15 s exposures. As ISO setting / gain has
not made an appreciable difference in the images or
tests so far, and as most users will increase the gain
when using such a setup, the montage shown here is at
the highest gain setting for each camera.
Round 7: Conclusions
The H-alpha performance of the ST-2000 and modified 350XT were quite similar with a very small edge in
performance to the ST-2000. With both, it is easy to
make out the “Text 8” in the test target. Coming in next
was the Q8 with “Text 8” there if you know it’s supposed
to be there and “Text 7” being about as clear as “Text 8”
was on the other two and with more noise present in the
background. The 40D comes in last here, with “Text 6”

being readable and with clearly more background noise.
Again, as these are short exposures of only 15 s, thermal noise is not a large factor. Were this to be the 5-30
minute shots H-alpha filters require, the 350XT would no
longer be near that of the ST-2000 and Q8 (see Round
6).
Summing up
A lot of measurements and a lot of images later,
where are we? Do the two DSLRs tested here perform
on par with the two cooled CCDs? Nope. When photons hit the silicon, the cooled CCDs outstrip the DSLRs.
While in terms of read noise, the DSLRs were on par
with (or better than) the dedicated CCDs, they had noise
components that were not repeatable and they suffered
from thermal noise in long exposures. The latter, of
course, is a larger problem on warmer nights than on
cooler nights and in longer exposures than shorter ones.
Were I headed out for a night of imaging and had all 4
cameras here on the table, I’d look right past either
DSLR and choose between the Q8 and ST-2000 XCM
(it’ll cost you a beer to find out which of the two I’d
choose).
continued !
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For many of us, such scenarios are purely
hypothetical. The ST-2000 is about 6 times
more expensive than the 350XT and can’t be
used to take vacation pictures. The ST-2000
also covers about half as wide a swath of sky
as the other cameras. Perhaps a better question for many is, if I were going out for a night
of imaging and had one camera on the table,
would I stay in if any of these were that one
camera? Not a chance. All are very capable
performers. !
By day, Craig Stark, Ph.D. is a professor
whose research involves trying to pull
faint signals out of noisy, moving images
of people's brains. By night, he is an
amateur astrophotographer and operates
Stark Labs (http://www.stark-labs.com).
Stark Labs provides software to help users pull faint signals out of noisy, moving
images of the heavens.
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